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Abstract

The rational expectations hypothesis has been criticized both for the strong

assumptions it requires of agents in economic models as well as the results implied

by those assumptions. Answering these concerns, a wide class of models has been

developed that allows agents to form beliefs based on misspecified models of the

economy. In this paper, I explore many of these alternatives to rational expec-

tations. In particular, I focus on two widely used methodologies: the adaptive

learning of Evans and Honkapohja (2001b) and the evolutionary selection of Brock

and Hommes (1997). After introducing these frameworks in a simple cobweb model,

I provide a survey of many extensions and applications to more complete models

that have been developed in the time since these models were introduced. I also

offer a discussion of the future of research in this area.
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1 Introduction

Few economists would deny the importance of agents’ expectations in determining macroe-

conomic outcomes, but disagreement remains regarding the proper place of these expec-

tations in economic models. For many, the problem of modeling expectations was solved

decades ago with the rational expectations revolution initiated by Muth and Lucas. Look-

ing across the macroeconomic research landscape, this point of view is hard to reject, as

the vast majority of the literature has adopted the rational expectations paradigm. But

not everyone has been entirely enthralled by the allure of rational expectations. In fact,

a growing contingent of economists, perhaps spurred by events like the 2008 crisis, have

turned to alternative methods of incorporating expectations into economic models.

The goal of this paper is to explore some of these departures from rational expecta-

tions. While I do not want to claim that the rational expectations assumption should

relinquish its prominent place in many economic theories, I hope to show that its current

influence is disproportionate to its usefulness in understanding the economy. Despite its

wide acceptance, rational expectations is in many ways an exceptionally strong assump-

tion, requiring a huge amount of knowledge and computational ability for the agents

populating economic models over which it presides. Apart from theoretical concerns, it

has largely failed in empirical examinations. Not only do models with rational expecta-

tions have difficulty matching observed features of business cycles and asset prices, but

surveys also demonstrate significant variation in the way people form expectations and

experiments generally exhibit patterns that appear far from the predictions of standard

rational expectations setups.

But if not rational expectations, what are we left with? Models that leave behind

rational expectations also risk losing the discipline it imposes. The strength of the Lucas

Critique derives in large part from its intuitive appeal – there is no reason to expect the

agents in the model are any less intelligent than the economists who create them. Any

model that produces easily observable systematic errors on the part of agents is rightly

expunged by rational expectations. Still, recent work has shown that alternative models

of expectation formation can retain many of the nice properties of rational expectations
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while relaxing some of the less realistic assumptions. In particular, I will focus on two

different methods of introducing bounded rationality into macroeconomic models that

have become widely used in recent literature. First, I will look at the adaptive learning

approach proposed by (among others) Evans and Honkapohja (2001b). In these models,

agents are aware of the structure of the model (or at least part of the structure), but

do not know the exact parameter values that govern the relationships between variables.

Over time, they attempt to estimate these values using econometric methods, which may

or may not lead to convergence to the true model. Another class of models, building off

of early work by Brock and Hommes (1997), introduces the possibility of heterogeneity

in agents’ expectations. More specifically, the standard formulation gives agents a choice

between a fixed set of predictor rules and then allows them to dynamically select between

these rules over time based on their performance. In each of these setups, computational

or knowledge constraints are assumed to prevent agents from being able to calculate the

rational expectations equilibrium directly. However, the models are able to withstand

the Lucas critique by allowing agents to make use of all available information within this

constrained environment.

The rest of this paper will attempt to make the case for thinking about alternative

methods of modeling agents’ expectations. I will begin by briefly summarizing the history

of modeling expectations in economics from the classics to Lucas before taking a closer

look at the weaknesses of the rational expectations hypothesis. While dropping rational

expectations is one way of dealing with these issues, there have been many other attempts

to improve the performance of economic models while remaining in a rational expectations

framework and I will also examine some of these ideas. The focus of the paper, however,

will be in developing the boundedly rational models described above. I will explore

the many ways the literature has been able to incorporate learning and heterogeneous

expectations and conclude by offering some ideas for future research using these ideas.
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2 Expectations in the History of Thought

Expectations have been an important component of economic theory since its inception.

Many early theories of business cycles regarded expectations of firms and individuals as

primary drivers of recurrent fluctuations. Pigou’s theory of industrial fluctuations was

driven by overly optimistic entrepreneurs overinvesting in capital goods (Pigou, 1926).

Keynes’s animal spirits are of course another famous example as is Irving Fisher’s theory

of interest rates and inflation. However, although many of these theories contained so-

phisticated verbal explanations of the role of expectations, formal modeling often lagged.

The first formulations of the classic cobweb model of supply and demand, a benchmark

for demonstrating various properties of different forecasting rules, simply treated agents

as naively assuming next period’s price would be the same as the current (Ezekiel, 1938).

As economic modeling continued to develop, economists soon realized that a more

careful analysis of expectations was needed. Hicks (1939) explored the importance of the

assumptions surrounding the “elasticity of expectation” about future prices for the stabil-

ity of an equilibrium and theoretical research throughout the following decades expanded

on this idea (Metzler, 1941; Enthoven and Arrow, 1956; Arrow and Nerlove, 1958). In

the thirty years following Keynes’s General Theory, adaptive expectations, which posited

that agents’ expectations of future variables were based on averages of their historical

values, became the norm. Cagan (1956) developed his model of hyperinflation on the ba-

sis of adaptive expectations and although rational expectations is seen as providing the

final blow to Keynesian economics, both Friedman (1968) and Phelps (1967) critiqued

the Phillips curve with analysis reliant on adaptive rather than rational expectations.

But all of these models contained a fatal flaw. The fluctuations in agricultural prices

in the cobweb model, the business cycles of Hicks’s models, and the hyperinflation in

the Cagan model were all results that depended entirely on differences between agents’

expectations about future variables and their realized values. The models assumed that

the agents were oblivious to their errors, constantly surprised that their expectations

were inconsistent with reality, and unwilling to change their behavior in spite of poor

forecasts. In other words, even as the economist could predict systematic differences

5



between expectation and result, their agents could only blindly follow the past, blatantly

ignoring the underlying structure generating the data they observe. In hindsight, the fix

to this issue was a simple (but powerful) one. As Muth (1961) described in his justification

for rational expectations, “if the prediction of the theory were substantially better than

the expectations of the firms, then there would be opportunities for ‘the insider’ to profit

from the knowledge” (318). Once this profit opportunity has been eliminated, the only

remaining possibility for an equilibrium is one where expectations “are essentially the

same as the predictions of the relevant economic theory” (316).

It took some time for Muth’s idea to catch on among economists. In an interview

50 years after the publication of Muth’s 1961 article, Lucas suggests that the choice to

demonstrate the properties of rational expectations using the cobweb model may have

limited its appeal (Hoover and Young, 2011). In the next few decades, however, the

floodgates were opened and rational expectations was applied to a wide variety of models

that were then considered state of the art. Lucas (1972, 1976) and Sargent (1973) chal-

lenged the dominant macroeconomic models of the time, showing that the assumption of

rational expectations completely changed the effects of policy on the real economy. The

standard IS-LM model gave governments and central banks significant ability to influence

real variables, but in the new models manipulation of agents became impossible, severely

limiting the role of policy. Economists could ignore Muth’s results, but they could not

ignore a challenge to what was at the time the core of macroeconomic conventional wis-

dom. As Lucas colorfully put it, the application of rational expectations to policy “was

a more sexy implementation of an idea that Muth had offered a boring implementation

of” (Hoover and Young, 2011). Once it caught on, rational expectations took hold of

the profession and didn’t let go. Today, any serious theoretical model that does not use

rational expectations requires substantial justification for that deviation. The remainder

of this paper will attempt to provide such a justification.
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3 Rationality without Rational Expectations

There is no doubt that rational expectations represented a drastic advancement in macroe-

conomic methodology when compared to what came before. To assume that agents were

completely unaware of the laws of motion that governed the economic system in which

they lived deprives them of any human ingenuity, any ability to conduct rational compu-

tation. With rational expectations, we have moved to the other extreme. Agents in RE

models do not simply need to consider the relationship between variables in an economy.

They need to instantly jump to the “correct” model with perfectly specified parame-

ters and assume that everybody else has made the exact same jump, ultimately creating

what Sargent referred to as “a communism of models. All agents inside the model, the

econometrician, and God share the same model” (Evans and Honkapohja, 2005, p. 4).

Considering how difficult it is to find agreement in a seminar of twenty economists who

spend their careers developing these models, it is difficult to believe that millions of people

would be able to coordinate on a single model even if they could compute the equilibrium.

Confirming this conjecture, empirical evidence generally raises significant doubts re-

garding the applicability of rational expectations to actual forecasting behavior. In stan-

dard models, there is no room for agents to disagree about the expected path of future

variables, but as Mankiw et al. (2003) note, “the data easily reject this assumption. Any-

one who has looked at survey data on expectations, either those of the general public or

those of professional forecasters, can attest to the fact that disagreement is substantial”

(209). Branch (2004) argues that inflation expectations from survey data are better ex-

plained by a model where agents have heterogeneous expectations that are rational in

the sense that they are optimal given the other agents beliefs, but do not conform to

the standard we would expect under rational expectations. To explain the same data,

Carroll (2003) proposes a model that is a bit more favorable to the rational expectations

viewpoint where agents adopt forecasts from professional forecasters with some lag. Still,

Carroll sees his formulation as a “middle ground between fully rational expectations and

adaptive expectations,” lending further support to the argument that deviations from

full rationality are necessary to explain the data (271).
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Experiments specifically designed to test the assumption of rational expectations

haven’t been any more favorable. In these experiments, subjects are usually asked to

forecast the values of variables like inflation and output while data is generated by a sim-

ple model that is unknown to the agents. In one example of such an experiment, Adam

(2004) asks subjects to forecast inflation and output based on a simplified New Keynesian

model and finds that agents appear to use simple univariate least squares estimation to

make their forecasts. Over time, they switch between misspecified models based on per-

formance, but they generally do not converge to the rational expectations forecast even

after more than 100 periods. In a similar asset pricing experiment, Anufriev and Hommes

(2012) find a variety of different patterns of forecasts over time. In some of their sessions,

subjects are able to converge to the rational expectations equilibrium, while others are

characterized by volatility and cyclical movements. To explain this phenomenon, they

suggest an evolutionary model, which will be explained later in the paper. In a summary

of the experimental literature testing the assumptions of macroeconomics, Duffy (2012)

concludes that “the evidence to date suggests that human subject behavior is often at

odds with the standard micro-assumptions of macroeconomic models” (16).

Merely pointing out that people in the real world do not forecast according to rational

expectations, while not without merit, is also not necessarily an unassailable case against

using rational expectations in theoretical models. As Milton Friedman skillfully argued

in defense of the assumptions of economic models, a pool player doesn’t need to know

the laws of physics to understand how to aim his shot (Friedman, 1953). Over time,

agents with the best forecasts will drive out those making predictions using incorrect

models and so there is no problem in the assumption that agents act as if they had

rational expectations. At least, there wouldn’t be if rational expectations was indeed

the best forecast. This initially appealing argument begins to lose a bit of its magic

once we consider that although rational expectations is a Nash equilibrium, it is not a

dominant strategy (Guesnerie, 2010). If everybody else is acting irrationally, operating

under a rational forecast is no longer guaranteed to be optimal. To put it another way,

while a seasoned game theorist would probably do fine playing the rational strategy in
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a prisoner’s dilemma, they would be completely outmatched by “irrational” agents in a

beauty contest game (Nagel, 1995). Here we begin to see that “rational expectations” is a

bit of a misnomer. It is only truly rational to hold rational expectations if we assume that

everybody else already holds them. In an analysis of the rational expectations hypothesis

Frydman and Goldberg (2010) nicely summarize this problem with the claim that “what

economists imagine to be rational forecasting would be considered obviously irrational

by anyone in the real world who is minimally rational” (27).

We still haven’t fully answered Friedman’s powerful challenge, however. The thrust

of his argument remains that the question of whether the assumptions of the model are

accurate descriptions of realistic decision making by individuals is completely irrelevant

in judging the success of the model. For Friedman, “the only relevant test of the validity

of a hypothesis is comparison of its predictions with experience” (Friedman, 1953, p.

8-9). While this line of argument is not without controversy (see, for example, essays in

Hausman, 2007), in order to stay away from philosophical minutia, let us assume now

that the only criteria by which to judge a theory is the predictions it produces. By this

metric, rational expectations models arguably fail even more spectacularly.

Even forgetting the problems with the assumptions underlying rational expectations

models, it is almost impossible to justify them on the basis of their predictive prowess.

The poor asset pricing implications are well known problems with standard rational

expectations models (Mehra and Prescott, 1985; Weil, 1989). Inability to match the per-

sistence of aggregate output and inflation are also well documented challenges (Fuhrer,

2000, 2015a). To be sure, there have been many attempts to close the gap between the

model and the data by adding features like wage and price stickiness, habit formation, in-

vestment adjustment costs, inflation indexing, and additional shocks (Smets and Wouters,

2007), which have improved the fit of rational expectations models. However, many have

questioned the structural basis for many of these assumptions (Chari et al., 2009), and

even after adopting these somewhat ad hoc fixes, large scale DSGE models still tend to

provide weak forecasting ability (Gurkaynak et al., 2013; Edge and Gurkaynak, 2011) and

are outperformed by reduced form VARs. Taking Friedman’s criticism seriously therefore
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does not lead to microfounded models with rational expectations, but instead implies that

economists spend too much time worrying about the structure underlying their model.

If we only care about the results of the model, the fact that simpler reduced form

VAR models can forecast and explain the data just as well suggests that they should be

the preferred model of economists hoping to explain macroeconomic trends. If, however,

we care about both the predictions of the model as well as the structure that generates

those predictions, it seems difficult to justify an attempt to ignore questions about as-

sumptions. Models that introduce slight deviations to rational expectations and allow for

heterogeneity of expectations and learning are able to capture the observed features of

macroeconomic data even without many of the more dubious assumptions needed due to

the restrictions imposed by rational expectations (Fuhrer, 2015b; Milani, 2007). In these

models, agents are rational in the sense that they optimize given their subjective views

on the structure of the economy, but that structure no longer needs to correspond to the

actual laws of motion determining the movement of the economy. These kinds of models

will be explored in detail in later sections.

The potential of models with richer implementations of agents’ expectations has not

gone without notice from prominent economists and policymakers. Jean-Claude Trichet,

the former president of the European Central Bank, highlighted alternatives to ratio-

nal expectations as one of three promising avenues for the future of economic research

(Trichet, 2012). Former Federal Reserve chairman Ben Bernanke echoed this sentiment

in a 2007 speech, saying that “many of the most interesting issues in contemporary mon-

etary theory require an analytical framework that involves learning by private agents”

(Bernanke, 2007, p. 3). Thomas Sargent and Edmund Phelps, two of the original pro-

ponents of microfoundations and rational expectations can also be counted among those

who see alternative formulations of expectations as a topic worthy of substantial research

(Sargent, 2008; Frydman and Phelps, 2013). Before getting to these models, however, it

is important to note that recent research has introduced many creative ways of dealing

with the problems inherent in standard DSGE models while remaining within the domain

of rational expectations. The next section will briefly explore a few of these attempts.
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4 Other Methods for Improving DSGE Models

4.1 Sunspots

One potential motivation for including features like learning and heterogeneous expec-

tations in macroeconomic models is to reintroduce a role for individuals’ expectations

in causing business cycle fluctuations. Similar motivations have formed the foundation

for an alternative literature, which uses non-fundamental “sunspot” shocks to drive self-

fulfilling cycles of optimism and pessimism. The learning literature and the sunspot

literature are largely interested in the same questions and have similar stories for the

ultimate cause of business cycles, but their methodologies differ substantially. While

learning models relax the assumption of rational expectations, sunspot models instead

relax the assumption that an equilibrium is determinate (of course these are not necessar-

ily mutually exclusive assumptions). By allowing for multiple equilibria, these models rely

on extrinsic shocks to agents’ beliefs to cause movements between the different equilibria

and generate fluctuations without any change in fundamentals.

Although the sunspot literature began in the 1980s with research by Cass and Shell

(1983) and Azariadis (1981), Roger Farmer has likely been the most prominent contrib-

utor studying the connection between sunspots and business cycles in the last twenty

years. Early work along these lines exploited the indeterminacy generated by adding in-

creasing returns to scale (due to production externalities) to an otherwise standard RBC

framework (Benhabib and Farmer, 1994). Farmer and Guo (1994) show that a calibrated

model can fit the data better than a standard RBC model, which is especially impressive

considering that the model does not need to rely on assumptions on the stochastic process

driving exogenous shocks in order to reproduce the persistence of business cycles seen in

the data. Farmer has since introduced incomplete labor markets and search frictions to

attempt to provide a formal justification for Keynes’s theories on suboptimal levels of

unemployment (Farmer, 2012a,b, 2013). For a more detailed survey of these models, see

Farmer (2016) and for a discussion of their connection with learning see Farmer (2002).
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4.2 Information

Another line of research that shares similar motivation to the learning literature is the

research on private information and information choice. Unlike the adaptive learning

models described in this paper, agents in these models (sometimes called rational or

Bayesian learning models) are aware of the true structure of the economy, but are un-

certain about the realizations of shocks. Depending on the specifics of the model, agents

gather new information either randomly or by choice and then update their expectations

using Bayes’s rule. There is not enough space here for a thorough treatment of this

large literature. Veldkamp (2011) provides an excellent summary of many of the most

promising lines of research it has produced.

The most important aspect of rational learning models for the purposes of this pa-

per is that information choice can give an alternative justification for the heterogeneity

in expectations seen in the data. While the models described later in this paper will

assume that agents’ expectations are inherently heterogeneous – that is, agents expect

different outcomes will occur despite having access to the same information – allowing

for private information could produce disagreement in forecasting without needing to re-

lax the assumption that agents have fully rational expectations (given their information

set). Economists remain divided on which assumption is more useful for macroeconomic

modeling. One of the strongest opponents to the use of private information in economic

models has been Mordecai Kurz, who questions both the theoretical and empirical justi-

fication for the assumption of private information, claiming that they offer “no testable

hypotheses, making it possible to prove anything” (Kurz, 2008). As an alternative, Kurz

proposes models where agents hold “rational beliefs.” They act rationally under a model

that is misspecified, but nevertheless fails to be rejected by the data they observe (Kurz,

1994, 1996). Kurz’s methods for analyzing these situations are different than the ones

we will see later, but his work provides a powerful justification for choosing models with

diversity of beliefs rather than simply diversity of information.

12



4.3 Financial Frictions and Incomplete Markets

The revolution in macroeconomic modeling that took place in the 1980s as a result of the

Lucas Critique essentially eliminated a role for expectations in driving business cycles, but

it also drove out another commonly cited trigger of economic cycles: the financial sector.

Although finance figured prominently into the theories of Keynes, Minsky, and many

other older macroeconomists, it had no place in the complete markets of real business

cycle models. More recent research has attempted to reopen this channel through models

in environments with incomplete markets that arise due to the presence of financial

frictions. Learning and heterogeneous expectations were offered as potential solutions to

the failure of rational expectations models to match the persistence and size of business

cycles without strong assumptions on the shocks. Introducing financial frictions can solve

many of these problems without departing from rational expectations. Brunnermeier

et al. (2012) provides a detailed survey of this literature.

Financial institutions clearly played a large part in the Great Recession of 2008 and

the failure of standard models to adequately explain the crash has opened the door

for alternatives. However, as Del Negro et al. (2015) argue, New Keynesian models

combined with financial frictions as in Bernanke et al. (1999) can explain a pattern

similar to that seen in 2008. Bigio (2015) can also convincingly describe the dynamics

of the recession through a model with limited contract enforcement and uncertainty

regarding the quality of capital goods. The success of DSGE models augmented with

financial frictions could suggest that the bounded rationality models described in the rest

of this paper are unneeded. A better conclusion in my view is that both are necessary

components of a fully developed theory of the economy and the combination of the two

ideas remains a promising and relatively unexplored path for future research. Some

thoughts on combining these two ideas are briefly discussed in section 7.
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5 Expectations in the Cobweb Model

To demonstrate the effects different formulations of expectations can have on an economic

model, it is helpful to begin with a simple setup. The cobweb model of supply and

demand has historically been a key model to introduce new ideas about the way agents

form expectations. In this section, I will review a few of these attempts and show how the

results of the model are affected by changing agents’ expectations. Similar expositions

have been given in Evans and Honkapohja (2001a) and Hommes (2013)

In the cobweb model, firms choose must choose supply of a nonstorable good before

learning the equilibrium price. They form expectations about next period’s price and

then maximize profits based on those expectations.

S(pet ) = argmax
q

{
petqt − c(qt)

}
= (c′)−1(pet )

Later I will make assumptions regarding the cost function of the firm. We will assume

demand is given to be a downward sloping and linear function of the realized price

D(pt) = a− bpt + εt

Where εt is a white noise shock. Market clearing implies

S(pet ) = D(pt) =⇒ pt =
a+ εt − S(pet )

b

Which determines the price dynamics as soon as we characterize expectation formation.

5.1 Naive Expectations

Early analyses of the cobweb model (Ezekiel, 1938) assumed that firms simply took last

period’s price as their expectation for next period

pet = pt−1

With a linear supply curve (derived from a quadratic cost function)

S(pet ) = c+ dpet = c+ dpt−1
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and the linear demand given above (ignoring the shock for now), we can solve for the

price dynamics

pt =
a− c− dpt−1

b

We can easily see that prices will converge to a steady state as long as −1 < d
b
< 1

and diverges otherwise. In general, the stability condition for the model with naive

expectations is given by

−1 <
S ′(p∗)

D′(p∗)
< 0

Where p∗ is the steady state price.

5.2 Adaptive Expectations

More careful analysis of the cobweb model noted that it was unlikely firms would react

so strongly to new price observations. To dampen this effect, Nerlove (1958) introduced

adaptive expectations of the form

pet − pt−1 = β(pt−1 − pet−1) =⇒ pet = βpt−1 + (1− β)pet−1

When β = 1, these preferences reduce to the naive expectations described above. A lower

β means firms place a higher weight on their own estimate of the price and therefore only

partially adjust when a new observation comes in. In Nerlove’s original paper, he noted

the increased stability that adaptive expectations provided. In particular, using the linear

supply curve above, we can derive the stability condition

1− 2

β
<
d

b
< 1

Which reduces to the condition for naive expectations above when β = 1, but induces

stability in a wider range of parameter values otherwise.

5.3 Rational Expectations

As mentioned earlier, it was the behavior of agents in the cobweb model that Muth

(1961) used to justify his theory of rational expectations. Looking at the forecast errors
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of firms with naive expectations makes Muth’s point extremely obvious. Figure 1 plots

price realizations vs expectations and forecast errors for a model with linear demand and

a nonlinear S-shaped supply curve (of the form used in Hommes (2013))

S(pe) = c+ tanh
[
λ(pe − d)

]

Figure 1: Realized prices (solid line), expected prices (dashed line) and errors in a cobweb model with
linear demand, nonlinear supply, and naive expectations. Parameter values: a=5, b=.25, c=2.8, d=4.8,
λ=4. A small demand shock with variance .1 is also included.

Any firm that looked at its history of errors and saw the graph above would immedi-

ately realize their mistake. Prices and expected prices consistently move in exactly the

opposite direction every period. By adjusting for this fact, a firm could easily improve

their forecast and increase their profits. Over time, as Muth notes, the best forecasters

would drive out the poor ones until the only remaining price forecast exactly corresponds

to the realized price (or at least the errors are not correlated with the expectations if there

are unobserved shocks). If we conduct the same exercise under rational expectations, the

expected price is always the same and the only errors come from the shock, which we

assume is iid. Figure 2 demonstrates this result and shows that there is no way a firm

could improve upon its results by using its forecast errors to change its expectations.
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Figure 2: Prices and errors generated from the same model as Figure 1 with rational expectations

However, with adaptive expectations, this intuitive defense of rational expectations

becomes a bit blurry. As we can see in Figure 3, although the forecast errors follow

a similar up and down pattern when compared to naive expectations, the magnitude

of those errors are no longer uniform and in fact appear random despite being fully

deterministic (the small shock plays little role here). It is no longer obvious that a firm

would be able to use its past mistakes to revise its expectations accurately.

Figure 3: Prices and errors generated from the same model as Figure 1 with adaptive expectations
(β = .5)

The behavior of prices in the adaptive model depends heavily on the choice of the

parameter β, which governs the weight firms assign to new observations. Figure 4 plots

all of the price forecasts made by firms over a simulation of 500 periods (with the first

50 removed to eliminate the influence of initial conditions).

17



Figure 4: Bifurcation diagram for the cobweb model with adaptive expectations (note: although this
plot shows expected prices, a plot of realized prices would look similar as there is a 1-1 mapping between
expectations and prices).

Under this parameterization, when β is small, adaptive expectations will eventually

lead to convergence to the rational expectations price. As β grows, cycles begin to

appear – first a stable 2-period cycle, but soon we also observe cycles of higher order. For

intermediate values of β we end up with chaotic price movements as we saw in Figure 3

then eventually a return to a stable 2-period cycle for large values of β (which corresponds

to the naive expectations case). Qualitative changes to the behavior of a dynamic system

that result from changing parameter values are known as bifurcations, and they commonly

arise in models with non-rational expectations. The behavior of prices in this model is

caused by the well known mathematical result that “period three implies chaos” (Li and

Yorke, 1975). Essentially, this principle guarantees that any dynamic system that exhibits

cycles of period 3 will also exhibit cycles of every other period, leading to an uncountably

infinite number of potential points. Although a chaotic system is entirely deterministic

(the shocks have been turned off to generate the diagram above), it is impossible to predict

its long-term behavior based on past patterns. That chaos develops in a model that strips

out much of what makes economic variables difficult to predict does not bode well for

rational expectations. Still, even if agents cannot immediately jump to the equilibrium
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price, they should be allowed to attempt to improve their forecasting strategy. To develop

a theoretical basis for these attempts, we turn to two different modeling strategies.

5.4 Adaptive Learning

Consider the standard method of developing a macroeconomic model. The economist de-

velops an economic structure that depends on some parameter values and then estimates

these values using an econometric procedure. Once estimated, these parameters are then

almost always assumed to be constant over time and known to all agents in all periods.

In other words, in period 1, we assume that agents are aware of parameter values that

the modeler himself can only determine after looking at far more data. A more natural

assumption would be to allow the agent to be as smart as the economist, but not more

so. Do not treat agents as if they were following mechanical rules, stubbornly clinging to

strategies that consistently fail. But also do not make them gods, able to divine model

parameters unknown even to their creator. Instead, let agents be aware of the structure of

the model, but require them to learn parameter values using the same econometric tech-

niques as the economist. The adaptive learning (sometimes called econometric learning)

literature takes this weaker assumption as its foundation.

To demonstrate the methodology of adaptive learning, I will tweak the cobweb model

above slightly to correspond more closely with earlier work (Bray and Savin, 1986; Evans

and Honkapohja, 2001b). The demand curve will be given by the same equation

D(pt) = a− bpt + ε1t

Supply is given by

S(pet ) = c+ dpet + ν ′wt−1 + ε2t

Where a, b, c, d and the vector ν are parameters, ε1t and ε2t are unobserved white noise

shocks, and wt−1 is a vector of observable shocks with mean zero and variance matrix Ω.

Market clearing implies

a− bpt + ε1t = c+ dpet + ν ′wt−1 + ε2t =⇒ pt = µ+ λpet + δ′wt−1 + ηt (1)
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Where µ = a−c
b

, λ = −d
b
, δ = v

b
, and ηt = ε1t−ε2t

b
. Under rational expectations, we can

find a unique equilibrium price as a function of parameters and shocks

pt = α + β′wt−1 + ηt (2)

Where α = µ
1−λ and β = δ

1−λ . With adaptive learning, we assume that firms know the

structure that generates prices, but they do not know α and β. Instead, they make

predictions on the basis of a “perceived law of motion” (PLM), which replaces the true

parameters from the equation above with estimated parameters

pet = α̂ + β̂′wt−1 + ηt (3)

Although we have derived this equation from the cobweb model, many other simple

models produce similar reduced form equations (see Evans and Honkapohja (2001b) for

many examples). Plugging Equation 3 into Equation 1, we derive the actual law of motion

(ALM) of the economy

pt = µ+ λα̂ + (δ + λβ̂)′wt−1 + ηt

which leaves only the estimation of the parameters left to specify. A natural assumption

is to assume that firms use least squares estimation to determine these parametersα̂t−1
β̂t−1

 =

(
t−1∑
i=1

zi−1z
′
i−1

)−1( t−1∑
i=1

zi−1pi

)

Where z′i =

(
1 w′i

)
. It is helpful to rewrite this equation in its equivalent recursive

form

φt = φt−1 +
1

t
R−1t zt−1(pt − φ′t−1zt−1)

Rt = Rt−1 +
1

t
(zt−1z

′
t−1 −Rt−1)

(4)

Where

φt =

α̂t
β̂t

 and Rt =
1

t

t∑
i=1

zi−1z
′
i−1
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Define T (φ) =

µ+ λα̂

δ + λβ̂

. Then plugging in the ALM into the recursive least squares

formulation gives us

φt = φt−1 +
1

t
R−1t zt−1

(
z′t−1(T (φt−1)− φt−1 + ηt)

)
Rt = Rt−1 +

1

t
(zt−1z

′
t−1 −Rt−1)

As agents pick up new information, they can potentially improve their forecasts over

time as they learn the parameter values. The question then becomes whether their

estimated values will converge to the true values or, in other words, whether agents

can learn the rational expectations equilibrium. In one of the earliest papers studying

convergence in learning models, Bray and Savin (1986) show that in the model above (or

any model that produces the same reduced form), convergence occurs with probability

1 if λ < 1, which is always the case in the cobweb model (as long as supply is upward

sloping and demand downward sloping).

To demonstrate this result, Figure 5 shows the convergence of parameters for the

cobweb model described above with parameters a = 8, b = .75, c = 1, d = .25, and

ν = −(b+ d)
[
β1 β2

]
=
[
.75 1.25

]
. With these parameters, the true values for α and β in

Equation 2, which the agent attempts to estimate are α = 7 and
[
β1 β2

]
=
[
−.75 −1.25

]
The unobserved supply and demand shocks ε1 and ε2 are both assumed to be mean 0

with variance .01, while the observed shocks w are normal with mean 0 and variance 1.

Convergence occurs relatively quickly, with parameters nearly fully converging to their

true values within 20 periods. Figure 6 plots price expectations vs realized prices as well

as the forecast errors in the same model. Unlike in the model with naive or adaptive

expectations, there is no systematic pattern in firms’ forecasting errors and these errors

are quickly erased as they learn the true model.
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Figure 5: Convergence of parameters over a 50 period simulation (top left: α̂, top right: β̂1, bottom:

β̂2). Dashed line represents true value of each parameter

Figure 6: Prices (left) and errors (right) over a 50 period simulation. Dashed line represents expected
price and solid line realized price.
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An interesting experiment to examine the properties of adaptive learning is to in-

troduce structural change. With rational expectations, agents would be expected to

instantly adjust to new parameter values. With adaptive learning, we can observe how

long it would take agents to notice the change in the structure of the economy looking

only at past data.

Figure 7: Convergence of parameters over a 500 period simulation with a structural change after period
50 (top left: α̂, top right: β̂1, bottom: β̂2). Dashed line represents true value of each parameter

Figure 7 plots the same simulation as Figure 5 over a longer time scale and with a

structural change introduced in period 50. More specifically, in period 50, parameter

values suddenly change to a = 10, b = .8, c = 1, d = .25, and ν = −(b + d)
[
β1 β2

]
=[

1.5 .5
]
. Compared to the initial convergence rate, it takes agents much longer to figure

out the new parameter values. Figure 8, which plots prices and errors over the longer

timeframe, further highlights this phenomenon. After 50 periods of trying to learn the

new parameters, significant errors remain.
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Figure 8: Prices (left) and errors (right) over a 100 period simulation with a structural change after
period 50. Dashed line represents expected price and solid line realized price.

The speed of convergence is potentially of great interest to an economic modeler.

If adaptive learning quickly approaches the same results as rational expectations, then

there is little harm in simply assuming rational expectations from the beginning. In this

way, learning models can be a useful tool in testing the appropriateness of the rational

expectations hypothesis for different environments, which has been cited by Sargent as

one of their primary strengths (Evans and Honkapohja, 2005). On the other hand, if

learning is slow (or if it doesn’t converge at all), then there may be cause to throw out

the rational expectations model entirely and focus on the implications that come directly

from the model with adaptive learning.

The simulations above appear to suggest that in the presence of structural change,

learning can take an economically relevant amount of time to converge. However, much of

this implication derives from the particular learning specification assumed. In the least

squares learning setup assumed above, the weight given to new information decreases

over time. By period 50, when the structural change occurs, new observations can only

change expectations by around 1/50 of the amount of observations at the beginning of

the simulation. Looking at the recursive least squares formula in Equation 4 makes this

point especially clear. As t goes to infinity, it becomes impossible for new observations

to have any effect on agents’ expectations. A more general learning specification rewrites
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the RLS formula replacing 1/t with a parameter γt called the “gain,”

φt = φt−1 + γtR
−1
t zt−1(pt − φ′t−1zt−1)

Rt = Rt−1 + γt(zt−1z
′
t−1 −Rt−1)

(5)

which nests standard least squares learning as the case where γt = 1
t

(an example of

“decreasing gain”). Another commonly used learning specification is “constant gain”

least squares learning, which sets γt = γ for some 0 < γ < 1. With constant gain, older

observations become less important over time as new observations are given the same

ability to influence the forecast as early observations. Simulating the same model under

constant gain (with γ = .1) produces much faster convergence following the structural

change, as can be seen in Figure 9 and Figure 10

Figure 9: Convergence of parameters over a 500 period simulation with a structural change after period
50 and constant gain learning (top left: α̂, top right: β̂1, bottom: β̂2). Dashed line represents true value
of each parameter
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Figure 10: Prices (left) and errors (right) over a 100 period simulation with a structural change after
period 50 and constant gain learning. Dashed line represents expected price and solid line realized price.

The significant difference in results that comes from changing a single parameter

highlights a feature of learning models that could be construed as either a great strength

or a concerning weakness: their flexibility. Without the structure of rational expectations,

a modeler needs to answer questions about an agent’s process for forming expectations

that seem more suited to psychology than economics. Leaving rational expectations leaves

an economist lost in “the wilderness of bounded rationality,” (a quote often attributed

to Sims (1980), although he used it to refer to disequilibrium), with little theoretical

basis for estimating parameters like the gain. This challenge means that it is especially

important for learning models to be able to ground themselves using empirical data or

experimental evidence.

5.5 Evolutionary Selection

Adaptive learning models offer an appealing alternative to rational expectations due in

large part to the fact that the agents that populate these models still behave optimally

given the information they have available to them in each period. They cannot determine

the true parameter values instantly, but there is no way they can further improve their

forecasts by observing previous forecast errors. There are, however, many other ways to

retain a measure of rationality without rational expectations. Rather than having agents

learn the parameters of a model, many recent papers in the literature have assumed
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that agents can choose between different forecasting rules (usually with different costs for

each). Over time, agents observe which of these rules performs best and switch to rules

that consistently perform well. In many cases, this environment leads to situations where

it is optimal for different agents to use different forecasting rules. Even though all agents

have access to the same choices and the same information set, heterogeneous expectations

can arise naturally. Brock and Hommes (1997) call this result an “adaptively rational

equilibrium” (ARE).

To demonstrate the properties of an ARE, we again turn to the linear cobweb model.

Demand will simply be the same linear function we have been working with in the other

models. Supply will be slightly more complicated because we will allow firms to hold

different beliefs about next periods price. To start, I follow Brock and Hommes (1997)

and allow firms to choose between two predictors. They can either use the naive prediction

(pet = pt−1) or pay a cost C to gain access to the rational prediction (pet = pt). We can

think of the cost as either a cost paid to a professional forecaster or the cost that the

firm must pay to generate its own forecast internally. To generate a linear supply curve,

I assume that firms face a quadratic cost function c(q) = q2

2d
. Let n1t be the fraction

of firms that pay to obtain the rational forecast and n2t the fraction that use the naive

forecast in period t. Then total supply is given by

S(pt, pt−1) = n1tdpt + n2tdpt−1

Market clearing therefore implies

a− bpt = n1tdpt + n2tdpt−1 =⇒ pt =
a− n1tdpt + n2tdpt−1

b
(6)

Drawing from the discrete choice literature (Manski and McFadden, 1981), we assume

that the percentage of firms who use each predictor is given by

nit+1 =
exp

[
βUit]∑K

j=1 exp
[
βUjt

]
Where Uit is a measure of the benefit a firm gets using predictor i, and β is known as

the “intensity of choice,” measuring how quickly firms abandon their previous rule when
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others perform better (higher β implies firms need smaller incentives to switch). For

simplicity, I assume that a forecasting rule’s benefit to a firm is given by last period’s

realized profit under that rule. A firm who uses the rational forecast receives profit

πr =
d

2
p2t − C

And a firm who uses naive expectations receives

πn =
d

2
pt−1(2pt − pt−1)

Looking at these two profit functions, it is easy to see that interesting dynamics can

develop despite the simplicity of the model. When the economy is far from its rational

expectations steady state value, paying for the rational forecast produces a large return

for firms. Switching to the rational forecast has a stabilizing effect on the price, but as

the economy approaches its steady state, the difference between the rational and naive

forecasts becomes small and the cost of paying for the rational forecast begins to outweigh

the benefit of a slightly better forecast. Therefore, when the economy is close to steady

state, firms switch back to naive expectations, which has a destabilizing effect that pushes

the price away from the steady state once again. Depending on the size of the cost C and

the intensity of choice β, this mechanism can potentially generate chaotic endogenous

fluctuations in prices.

Plugging the profits into the predictor choice equation, we get

n1t+1 =
exp

[
β
(
d
2
p2t − C

)
]

Zt

n2t+1 =
exp

[
β
(
d
2
pt−1(2pt − pt−1)

)]
Zt

Where Zt = exp
[
β
(
d
2
p2t − C

)
] + exp

[
β
(
d
2
pt−1(2pt − pt−1)

)]
. Now define mt = n1t − n2t
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so that

mt+1 =
exp

[
β
(d

2
p2t − C

)
]− exp

[
β
(d

2
pt−1(2pt − pt−1)

)]
exp

[
β
(d

2
p2t − C

)
] + exp

[
β
(d

2
pt−1(2pt − pt−1)

)]
=

exp
[β

2

(d
2

(pt − pt−1)2 − C
)]
− exp

[
− β

2

(d
2

(pt − pt−1)2 − C
)]

exp
[β

2

(d
2

(pt − pt−1)2 − C
)]

+ exp
[
− β

2

(d
2

(pt − pt−1)2 − C
)]

= tanh

(
β

2

(d
2

(pt − pt−1)2 − C
))

(7)

Where the last line uses the definition tanh(x) = ex−e−x

ex+e−x . Finally, combining Equation 6

with Equation 7 implies

pt =
a− 1 +mt

2
dpt −

1−mt

2
dpt−1

b
=⇒ pt =

2ab− d(1−mt)pt−1
2b+ d(1 +mt)

(8)

And then combining Equation 8 and Equation 7 gives

mt+1 = tanh

(
β

2

(
d

2

(
2ab− d(1−mt)pt−1

2b+ d(1 +mt)
− pt−1

)2

− C
))

(9)

Equations 8 and 9 fully characterize the dynamics of prices and predictor ratios.

Figure 11 shows a simulation of the model. Price varies chaotically as the share of

agents using each predictor fluctuates dramatically over time. Looking at the bifurcation

diagram in Figure 12 reveals that these dynamics depend heavily on the intensity of

choice parameter β. For low values of β, the economy reaches the rational expectations

equilibrium, but cycles develop with larger values. Brock and Hommes (1997) note four

different types of bifurcations developing as β increases, which they call “a rational route

to randomness.”
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Figure 11: Prices (left) and proportion of forecasters using each rule (right) for parameter values a=0,
b=.5, d=1.35, C=1, and β = 5.

Figure 12: Bifurcation diagram showing all realized prices for each value of choice intensity over a 1000
period simulation for parameter values a=0, b=.5, d=1.35, and C=1.

To further demonstrate this point, Figure 13 plots each possible combination of price

and the corresponding predictor weight that is generated by that price.
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β = 4 β = 4.3 β = 5 (Top)
β = 10 (Bottom)

Figure 13: Attractors for various β values with parameter values a=0, b=.5, d=1.35, and C=1.

In these plots, we see the development of so called “strange attractors.” Although

price movements in models with evolutionary selection are heavily dependent on initial

conditions, the dynamic system consistently converges to the same pattern of values over

time. In the β = 4 case (left column), prices and predictor fractions fluctuate between 4

possible values (the top and bottom graph differ only in their initial conditions and are

symmetric). For β = 4.3, infinitely many period doubling bifurcations introduce chaos

into the system, which further compounds with other bifurcations to generate the graphs

on the right for high values of β. See Brock and Hommes (1997) for further background

on the mathematics behind these patterns.

The goal throughout this paper has been to relax the assumption of rational expec-

tations due to the incredible amount of knowledge it requires from its agents. As written

above, the evolutionary selection model fails miserably in accomplishing this goal. The

rational forecasting rule assumed to be purchasable by agents is even more unbelievable

than standard formulations as it requires agents to not only know the structure of the

model, but also to be aware of the existence of non-rational agents. The model can easily

be adjusted to a more plausible setup by assuming that rational agents can determine

the rational expectations steady state price, but do not know the fraction of agents that
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use each rule. To represent this assumption, we change the type 1 forecast above to

pe1t = p∗ =
a

b+ d

which would be the equilibrium price if everybody used rational expectations. Hommes

(2013) calls these forecasters “fundamentalists.” Figure 14 shows price and forecast

fraction dynamics, as well as a bifurcation diagram and strange attractor for a model with

fundamentalists vs naive forecasters. The model’s qualitative properties don’t change

much with this setup, although the cycles are slightly less chaotic, with price changes

occurring less frequently than in the case with rational traders.

Figure 14: Prices (left) and proportion of forecasters using each rule (right) for parameter values a=0,
b=.5, d=1.35, C=1, and β = 5.

One important point to note is that the fundamentalist rule does not require a positive

cost in order for the model to exhibit heterogeneity in agents’ expectations. The rational

forecast rule always outperforms the naive rule, so that case requires a positive cost
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to prevent people from choosing the rational rule every time. When a fundamentalist

rule replaces the rational forecast, that logic no longer applies. Unless all agents adopt

the fundamentalist rule, the realized price will always differ from the fundamental price

(assuming it didn’t start there). This fact opens the possibility that naive expectations

can provide a better forecast than the fundamental price. With the parameterization used

in the figures above and the cost of the fundamental predictor set to 0, the fraction of

agents using the fundamental price forecast converges to around 63%, and prices fluctuate

in a stable two period cycle around the steady state.

Although this is a simple model, this result sheds light on a key macroeconomic

debate: the existence of bubbles. A common argument against bubbles is that if rational

agents could recognize that prices were above their fundamental values, they could make

a profit by correcting the mistake. However, as this model shows, even if agents can

calculate the correct fundamental price, it may not be in their best interest to use that

information. Of course, this feature is not exclusive to evolutionary selection models (the

herding model of Banerjee (1992) is another example), but they do provide a relatively

simple and intuitive structure that can generate a pattern that appears to be important

in reality.

5.6 Other Approaches to Expectations

The last section demonstrated two widely used methods of modeling boundedly rational

expectations, but many other ideas have been proposed. This section will briefly discuss

a few of these alternatives.

5.6.1 Self-Confirming Equilibrium (SCE)

First introduced in the game theory literature by Fudenberg and Levine (1993), a self-

confirming equilibrium (SCE) is a more relaxed equilibrium concept than a Nash equi-

librium in that it only requires beliefs to be correct along the equilibrium path. As

Fudenberg and Levine (2009) note, an SCE provides an answer to the Lucas Critique

that does not necessarily correspond to the rational expectations equilibrium. Sargent

33



has applied the idea of SCE to macroeconomics, showing that a government that acts

under a misspecified model may nevertheless be unable to notice its mistake, which could

result in inefficient inflation levels (Sargent, 1999; Cho and Sargent, 2006).

5.6.2 Restricted Perceptions Equilibrium (RPE)

While an SCE could potentially also be an REE, in a restricted perceptions equilibrium

(RPE) we explicitly rule out the possibility that agents forecast using the correct model

and instead assume they are unaware of a piece of the structure of the economy (Evans

and Honkapohja, 2001b). In the adaptive learning discussion above we described an

economy with a law of motion

pt = α + β′wt−1 + ηt

and we assumed that agents were aware of this underlying structure. An RPE would

instead assume that agents underparameterize the model. In this model, that would

mean ignoring some of the shocks that make up wt−1, but in more complicated models

it could also include misspecifications like fitting a linear forecast rule to a model that is

actually nonlinear.

Importantly, an RPE can generate patterns in the data that would be exploitable by

observant agents. Through adaptive learning agents will form an optimal forecast based

on their misspecified model, but we prevent them from attempting to include additional

regressors. For example, if wt followed an AR(1) process, not including this variable

would generate serial correlation in agents’ forecast errors, which would lead rational

agents to consider models that include these as regressors.

5.6.3 Consistent Expectations Equilibrium (CEE)

Another closely related equilibrium concept is the consistent expectations equilibrium

(CEE) introduced by Hommes and Sorger (1998). A CEE eliminates the correlation in

forecast errors that could arise in an RPE by requiring that agents’ perceived law of

motion and the actual law of motion generating the data have the same sample mean
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and autocorrelation. Like an SCE, a CEE includes the possibility that agents converge

to an REE, but could also lead to situations where agents converge to forecasts that are

incorrect and still have no detectable patterns in forecast errors.

In the class of AR(1) models, Hommes and Sorger (1998) show that three types of

CEE can occur. Two of these converge to equilibrium that are equivalent to the rational

expectations equilibrium (either a unique steady state or a two period cycle). However,

under some assumptions, they also show the existence of a chaotic CEE which does not

correspond to an REE even asymptotically. Despite being driven by a deterministic

process, agents’ forecast errors in this CEE are statistically indistinguishable from white

noise and are therefore unhelpful in improving the forecast.

Motivated by the concept of CEE, they introduce a slightly different form of adap-

tive learning from the one described earlier called sample autocorrelation (SAC) learning.

Rather than estimate the structural parameters of the reduced form of the model itself,

SAC learning supposes that agents attempt to learn the mean and autocorrelation di-

rectly. In the cobweb model, this can be represented by writing agents expectations in

the form

pet = α + β(pt−1 − α)

The parameters α and β are then estimated over time by using the sample mean and

autocorrelation respectively

αt =
1

t

t∑
i=1

pi

βt =

∑t
i=1(pi − αt)(pi−1 − αt)∑t+1

i=1(pi−1 − αt)2

They show (through numerical simulation) that all three kinds of CEE are learnable using

this SAC learning process.

5.6.4 Misspecification Equilibrium (ME)

Combining many of the ideas discussed above, Branch and Evans (2006) propose a mis-

specification equilibrium (ME). In an ME agents choose between different predictor rules
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as in the evolutionary selection model of Brock and Hommes (1997), but the concept

generalizes and extends that model in three important ways. First, while Brock and

Hommes (1997) assume a choice between a costless naive and a costly rational predictor,

Branch and Evans (2006) allow agents to freely choose between misspecified forecasting

models. To discipline these models, they require the rules to be optimal given its misspec-

ification (as in an RPE). Finally, rather than base the payoffs on last period’s profit, they

assume rules are chosen based on their unconditional mean. With these assumptions, the

authors show that an ME can exhibit “intrinsic heterogeneity” in expectations. Despite

different forecasting models having equal costs, it is optimal for different agents to hold

heterogeneous beliefs.

Due to the ability of an ME to encompass many of the important ideas already

discussed, it is worth going into a bit more detail here. Following Branch and Evans

(2006), I will consider a cobweb model with supply and demand given by

D(pt) = a− bpt + ν ′zt

S(pet ) = dpet

where zt is a vector of AR(1) shocks, i.e.

zt = Azt−1 + εt

This is almost exactly the same as the model we considered in the adaptive learning

section (although here we have the shocks in demand rather than supply), so it leads to

a similar law of motion for the price

pt = λpet + δ′zt = λpet + δ′Azt−1 + ηt

where λ = −d
b
, δ = ν

b
, and η = δ′εt. As an example, consider the case where z is

two dimensional, but agents can only forecast based on a one dimensional model. In

particular, we will give agents a choice between

pe1t = α1z1t−1

pe2t = α2z2t−1
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Branch and Evans (2006) show that the law of motion for the price of this system can

be written

pt = ξ1z1t−1 + ξ2zt−1 + ηt

where

ξ =

1− n1λ −λρn1

−λn2ρ̃ 1− n2λ


−1

A′δ

and

ρ =
Ez1tz2t
Ez21t

, ρ̃ =
Ez1tz2t
Ez22t

Unlike in Brock and Hommes (1997), we assume here that agents choose their predictor

based on the unconditional expectation of profits, which is likely a better assumption

for the stochastic environment here since it implies that agents are less likely to change

predictors based on one time spikes in realized profits.

Given this setup, Branch and Evans (2006) show that as long as λ < 0, a misspec-

ification equilibrium with intrinsic heterogeneity develops even as the choice intensity

β → ∞ (this specific condition only holds for the bivariate case, but they also derive

more general conditions for the existence of intrinsic heterogeneity in higher order cases).

This result is more interesting than the existence of heterogeneity in Brock and Hommes

(1997), since heterogeneity can develop even when the cost of each predictor is the same.

In equilibrium, the two forecasting rules offer different forecasts, but the expected profits

are exactly the same. In this way, a misspecification equilibrium can justify heteroge-

neous beliefs of agents without requiring one side to be more correct than the other. Both

rules are technically incorrect since they do not take into account the full structure of the

economy, but agents using either rule do the best they can given their limitations. While

the restrictions on the forecasting rules may seem arbitrary in a simple model like this

one, using heterogeneous underparameterized forecasting models probably corresponds

closely to the way agents form expectations in reality.

It is also relatively simple to combine the ME above with adaptive learning. Instead

of assuming that the parameters and forecast fractions jump to their constant equilibrium

values, we could allow agents to try to learn these values in real time. The law of motion
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for price becomes

pt = λ(n1tα1tz1t−1 + n2tα2tz2t−1) + δ′Azt−1 + ηt

which could be written in the same reduced form as above with the only difference

being that ξ now varies over time. As before, agents update their forecasting rules using

recursive least squares estimation (simulations below use γt = 1/t)

αjt = αjt−1 + γtR
−1
jt−1zjt−1(pt − αjt−1zjt−1)

Rjt = Rjt−1 + γt(z
2
jt−1 −Rjt−1)

Profit expectations are also updated over time

Êπjt = Êπjt−1 + γt(πjt − Êπjt−1)

And then agents choose the prediction rule according to the discrete choice framework

used above

njt =
exp

(
βÊπjt

)∑2
k=1 exp

(
βÊπkt

)

Figure 15: Fraction of agents using forecast 1 in the misspecification model with adaptive learning.
Parameters are set at A = [.3 .1;.1 .7], λ = −2, δ′ = [.7 .5], Σε = [.7 .2;.2 .6], and β = 100

Figure 15 shows the evolution of the fraction of agents using forecast rule 1. Unlike
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the simulation of Brock and Hommes (1997), the fraction here eventually settles to a

stable value as agents care about the expectation of profits rather than last period’s

realization. Still, even with a relatively high choice intensity, agents do not converge

to a single forecasting rule. Notice also that convergence is relatively slow. Branch

and Evans (2006) demonstrate that convergence speed is dependent on both the choice

intensity (faster with lower β) as well as the gain (faster with higher γ). Figure 16 shows

convergence of the two forecasting parameters α1 and α2. These also converge over time,

but convergence is again slow.

Figure 16: Prediction parameters in the misspecification model with adaptive learning. Parameters are
set at A = [.3 .1;.1 .7], λ = −2, δ′ = [.7 .5], Σε = [.7 .2;.2 .6], and β = 100

Being able to combine both the adaptive learning of Evans and Honkapohja (2001b)

and the evolutionary selection of Brock and Hommes (1997) makes the misspecification

equilibrium a powerful equilibrium concept. Although it prevents agents from being able

to determine the true rational expectations equilibrium, it allows them ample ability

to improve their forecasts using all information available to them. It also appears to

be able to accurately model how people learn about the economy in reality. Anufriev

and Hommes (2012) show that an evolutionary selection model can capture many of

the patterns observed in learning to forecast experiments (which they call a “heuristic

switching model”).
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5.6.5 Genetic Algorithm Learning (GA)

One final learning concept is genetic algorithm (GA) learning, which Miller (1986) and

Arifovic (1994) used to introduce biological evolutionary processes into economics. A

genetic algorithm begins with agents being given random forecasting rules encoded by

a binary string of information (“chromosomes”). For example, Anufriev et al. (2015)

set up a genetic algorithm where forecast rules each contain two parameters α and β.

Each parameter can take on twenty different values and agents sample from a pool of

20 predictors leading to 800 initial bits of information for each agent. Over time, agents

update their rules based on four evolutionary processes

1. Reproduction: Agents adopt a new set of chromosomes from the current pool pro-

portional to their “fitness” (using the same equation as in the other evolutionary

selection models to determine fitness)

2. Mutation: Each chromosome has a small probability of randomly changing values

3. Crossover: With a larger probability, parts of the string of each chromosome are

exchanged

4. Election: New chromosomes are compared to a random old one. If the performance

is worse, the new chromosome is discarded

Each period, an agent makes its forecast by choosing a random chromosome from its

current pool. GA learning is similar in spirit to the evolutionary selection and misspeci-

fication equilibrium as all three attempt to model the improvement of agents’ forecasting

rules over time. One advantage of using GA model is that it does not require the modeler

to explicitly choose the forecasting rules agents will use, instead allowing them to evolve

naturally over time. Anufriev et al. (2015) show that GA algorithms can perform as well

or better than heuristic switching models in explaining experimental data.

40



6 Applications

To demonstrate the properties of different expectation specifications, the cobweb model

and other simple models are valuable tools. However, because of their simplicity, they

cannot tell us much about whether learning and heterogeneous expectation models are

actually useful for understanding the economy. Fortunately, recent research has been

able to apply these ideas to a wide variety of different economic questions. This section

surveys many of these applications.

6.1 Expectations and Business Cycles

A natural application of learning models is using them to improve our understanding of

business cycles. Standard business cycle models rely on somewhat ambiguously defined

exogenous shocks to produce fluctuations in aggregate variables. Allowing agents to hold

incorrect expectations could reduce the reliance on these shocks and allow for larger busi-

ness cycle movements to arise endogenously. However, whether the addition of adaptive

learning can actually produce quantitatively important differences from standard models

remains unclear.

Applying adaptive learning to a more complicated nonlinear model expands the pos-

sibilities for specifying the learning process even more than in a simple model like the

cobweb model. Perhaps the simplest way to introduce learning is to assume that agents

estimate parameters from the linearized version of the model. For example, it is well

known that the standard log-linearized RBC model can be written in the form (see

Bullard and Duffy (2002), among many others, for a full derivation)

ct = A10 + A11Etct+1 + A12Etkt+1 + A13Etzt+1

kt+1 = A20 + A21ct−1 + A22kt−1 + A23zt−1

zt = ρzt−1 + εt

In a normal RBC setup, the expectations in the expression above would need to be

consistent with rational expectations. With adaptive learning, we instead assume that

agents estimate the parameters governing these relationships using past data, generating
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a perceived law of motion (PLM) that differs from the actual law of motion (ALM). In

this case, the PLM becomes

Etct = a10 + a11ct−1 + a12kt−1 + a13zt−1

Etkt = a20 + a21ct−1 + a22kt−1 + a23zt−1

Where the parameters are estimated using the RLS estimation outlined above. As Evans

and Honkapohja (2001b) note, however, we need to slightly modify the above rule to avoid

multicollinearity (since ct is a linear combination of kt and zt). One method for getting

around this problem is to simply add a small iid shock to one of the above equations.

Alternatively, the PLM could be written in terms of state and pre-determined variables

Etct = a10 + a11kt + a12zt

Etkt = a20 + a21kt−1 + a22zt−1

With either of these fixes, it can be shown that learning will converge to the rational

expectations under standard parameterizations.

Although convergence is guaranteed asymptotically, the model with learning could still

potentially produce different results from the standard model in the short run. Williams

(2003) examines the impact of learning in the model given above as well as in a simple

three equation New Keynesian model. The results from these basic models show that

learning produces only tiny deviations from the rational expectations equilibrium. How-

ever, with a different setup (similar to that in Benhabib and Farmer (1994)) that includes

productivity spillovers between firms, more interesting dynamics develop. If agents do

not recognize the existence of the production externalities in the model and estimate a

misspecified model, the learning process settles on a self-confirming equilibrium distinct

from the REE. Although the paths of aggregate variables with correct and misspecified

beliefs usually track each other closely, the series occasionally experience large deviations,

which Sargent (1999) called “escape dynamics.” In later work, Williams (2014) explores

escape dynamics in a more general framework and the idea has also been applied to

explain inflation dynamics (Cho et al., 2002).

Other researchers have had more success generating business cycle fluctuations in
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learning models. Huang et al. (2008) show that learning can help amplify technology

shocks even without the escape dynamics of Williams (2003, 2014), although the quan-

titative significance is not especially large and depends heavily on the gain parameter.

Milani (2007), which was mentioned earlier, applies learning to a more complete version

of a New Keynesian model. The most interesting point in his approach is that he begins

from a completely agnostic position. He includes features that have become standard in

medium scale NK models (habit formation, inflation indexing, etc.) as well as adaptive

learning and then estimates all parameters (including the gain of the learning process)

simultaneously using empirical data. By including each of these aspects, the model can

then distinguish which of the features are most important in matching the data. As

described earlier, the estimation shows that learning can replace the more “mechanical”

features designed to add persistence to DSGE models. Applying the same methodol-

ogy using European data, Milani (2009) arrives at similar conclusions. Unfortunately,

the reason Milani’s results differ substantially from Williams (2003) and other authors

is not made clear, but Eusepi and Preston (2011) suggest that initial conditions may be

important.

In each of the papers discussed so far in this section, forecasts are made only for the

current period. Although it may be reasonable to restrict the horizon over which an agent

can make a forecast, solving the model in this way means that the agent’s intertemporal

budget constraint and the transversality condition are no longer guaranteed to be satis-

fied. An alternative approach, proposed by Preston (2005), still allows agents to estimate

parameters in real time, but then requires them to use those parameters to forecast over

an infinite horizon. Under this learning specification, Eusepi and Preston (2011) find that

smaller technology shocks are needed to match the data than in the standard rational

model. They also are able to generate hump shaped impulse responses for output, hours,

and investment growth similar to those seen in the data and which cannot be reproduced

easily using standard theory. Finally, the forecast errors produced from the model follow

patterns seen in actual data from the Survey of Professional Forecasters.

Heterogeneous expectations and evolutionary selection models also offer additional
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insights into the drivers of business cycles. In a series of recent papers, Paul de Grauwe

and co-authors have explored the implications of adding belief heterogeneity into sim-

ple business cycle models (De Grauwe, 2011, 2012; De Grauwe and Macchiarelli, 2015;

De Grauwe and Ji, 2016). In the basic framework, De Grauwe (2011), begins with a stan-

dard three equation New Keynesian model, but drops rational expectations and assumes

that agents are either optimists or pessimists. In particular, agents estimate the output

gap and inflation, but are always assumed to be biased above or below the true value.

The proportion of agents using each rule is then determined using the same method

as in the evolutionary selection model above. Despite its simplicity, the model is able

to generate realistic levels of inertia in output and inflation without requiring shocks

to be autocorrelated (whereas the standard model has essentially no autocorrelation in

aggregate variables unless imposed exogenously through the shock). A nice feature of

the model is that even though each agent forecasts incorrectly, the market forecast (the

average of the two rules weighted by the proportion using each) is exactly the same as

that of the rational expectations version. De Grauwe (2012) tests a similar model where

agents choose between an “extrapolative” and a “fundamental” rule (in the same spirit as

the discussion of fundamentalists in the Brock and Hommes (1997) model above), which

also ends up producing waves of optimism and pessimism despite starting from more

plausible forecasting rules. Further extensions of the model include adding a banking

sector (De Grauwe and Macchiarelli (2015)) and applying it in an international context

to explain business cycle comovement (De Grauwe and Ji (2016)).

William Branch is another prominent researcher who has applied heterogeneous ex-

pectations to a variety of business cycle models. Branch and McGough (2011) augment

a standard RBC model by assuming that a fraction of agents use the rational forecast

while the rest use adaptive learning to form expectations. They generalize the 1-period

learning in the RBC model above, allowing agents to forecast N periods ahead. With

the inclusion of heterogeneous expectations, their model fits the data more closely than

a standard setup. Branch and McGough (2009) performs a similar exercise with a New

Keynesian base. One shortcoming to both of these papers is that the fraction of agents
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using each forecast is exogenously fixed. Branch and McGough (2010) solve this problem

by adding in evolutionary selection, but they also prove that the assumptions needed to

guarantee aggregation are restrictive, perhaps limiting the appeal of heterogeneous ex-

pectations in more complex New Keynesian models. Finally, Branch and Evans (2011b)

take expectations in an NK model one step further, showing that a Misspecification Equi-

librium with intrinsic heterogeneity can develop when monetary policy sets interest rates

optimally.

6.2 Asset Pricing

Perhaps even more than business cycles, correctly specifying expectations is crucial to un-

derstand movements in the prices of financial assets. As discussed earlier, many features

of asset price data do not correspond to the predictions of standard theory. Excessive

volatility, bubbles and crashes, and various asset pricing “puzzles” are difficult to explain

using only optimizing agents with rational expectations. At the same time, behavioral

economists have argued that observed price movements reveal heuristics and biases that

are not necessarily rational, but are important to agents’ decision-making process. A

large “behavioral finance” literature has developed to confront the challenge of explain-

ing asset prices by considering alternatives to full rationality (see, for example, any of the

work by Richard Thaler and Robert Shiller). Although this literature encompasses a wide

variety of different techniques, in this section I will only explore those that are related

to the models above. If it is true that the observed asset pricing patterns are generated

from less than fully rational behavior, then learning and heterogeneous expectations are

likely to be useful tools.

The overall trend that emerges regarding the success of learning models in explaining

asset prices is similar to that of business cycles. For example, just as Williams (2003)

finds a small impact from introducing learning into simple business cycle models, Carceles-

Poveda and Giannitsarou (2008) show it doesn’t do much to improve a simple Lucas asset

pricing model since expectations quickly converge to their rational values. However, in

a similar model, Williams (2012) demonstrates that escape dynamics can once again be

45



important in the analysis of asset pricing. Adam et al. (2016) also have more success,

developing a model with adaptive learning that can match almost all empirical regular-

ities for reasonable values of risk aversion (with the exception of the equity premium

puzzle). They also demonstrate that their model can be derived from microfoundations

by differentiating between internal rationality (where agents optimize given subjective

probability distributions for external variables) and external rationality (where the sub-

jective distributions are required to match the objective distributions). With rational

expectations, agents are externally rational, while under adaptive learning they are only

internally rational (Adam and Marcet, 2011). This argument can be applied to justify

learning in many of the other models that use adaptive learning as well.

One area where learning appears to greatly aid asset pricing models is in explaining

bubbles. Although there have been attempts to develop models that produce bubbles in

models with rational expectations, it is difficult to justify the many historical examples

of extreme asset price movements, from the US housing bubble of the early 2000s to the

Dutch tulip mania, using models of full rationality. As an alternative explanation, Branch

and Evans (2011a) propose a model where agents estimate both the variance and expected

return of an asset using adaptive learning. Strings of positive shocks to fundamentals

then cause agents to underestimate risk and push the price above its rational level. This

mechanism leads the model to approach a random walk as agents believe that recent

price movements are permanent changes (and their beliefs end up being self-fulfilling).

In a slightly different setting, Branch (2016) adds an over-the-counter search component

to allow liquidity to play a role. Once again, the model shows that learning can generate

deviations from the rational price in the form of bubbles and crashes.

Even more than adaptive learning, heterogeneous expectations and evolutionary se-

lection offer a natural extension to asset pricing models. It is well known that traders

in asset markets follow a variety of different strategies. Frankel and Froot (1990, 1991)

were among the first to formally model this heterogeneity by distinguishing between

“fundamentalists,” who believe asset prices would move according to their fundamental

values, and “chartists,” who simply extend observed patterns to make their forecasts.
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This framework provides a natural place for an application of the evolutionary selec-

tion model. Rather than fixing the proportion of traders using each strategy, Brock and

Hommes (1998) apply their concept of an adaptively rational equilibrium to an asset

pricing model (they call this application an “adaptive belief system” (ABS)). As in the

cobweb model, their asset pricing model has a unique rational expectations equilibrium

price, but the ABS leads to chaotic behavior, bifurcations, and strange attractors.

Later papers extended the simple ABS framework. Brock et al. (2005) generalize

the model to allow for arbitrarily many trading rules and demonstrate that even in

the “large-type limit” (where the number of types goes to infinity), we still see chaotic

price fluctuations. In a counterintuitive result, Brock et al. (2009) find that complete

markets can actually be destabilizing in a model with evolutionary selection. Allowing

agents to insure themselves causes them to take larger positions, which leads to larger

swings in predictor fitness. Even introducing rational traders cannot always eliminate

this instability when the costs of the rational predictor are too high.

Paul de Grauwe has also applied his simple evolutionary selection model to explain

exchange rate dynamics. Due to their apparent lack of relationship with fundamentals

(Meese and Rogoff, 1983), exchange rate models are ripe for the introduction of alternative

expectation specifications. De Grauwe and Grimaldi (2005) show that a model with

chartists and fundamentalists that choose their model based on evolutionary selection

can explain the “disconnect puzzle” and cause the fat tails and excess kurtosis seen in

real world exchange rate movements. In later work, De Grauwe and Markiewicz (2013)

compare the model with evolutionary selection to one where agents use adaptive learning.

They find that the evolutionary model is better at explaining the disconnect puzzle, while

adaptive learning causes volatility clustering, another important feature of the exchange

rate data. Although they do not perform the experiment, combining the two features

seems to be a natural way to match both aspects of the data simultaneously.
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7 Future Research

In the last two decades, the primary task of researchers dealing with learning and hetero-

geneous expectations has been to apply them to already existing models and examine the

changes that result when the rational expectations assumption is relaxed. From the sim-

ple cobweb model to more complex New Keynesian models, the literature has been able

to apply these ideas to many of the most widely used macroeconomic models. However,

some notable holes in this research agenda still remain.

In particular, search models and models with financial frictions and incomplete mar-

kets, two of the most popular recent research topics, have been left relatively untouched

by the methods described above. A few recent papers have started to fill this void. Branch

et al. (2016) develop a model of the housing market that includes both search markets (in

the style of Mortensen and Pissarides (1994)) and financial frictions (credit constraints

on households) that is able to match housing and unemployment data from 1996-2010.

Another recent paper also applies learning to a Mortensen and Pissarides (1994) search

model to try to explain volatility in the unemployment rate that the standard rational

expectations version cannot capture (Pace et al., 2014). Despite this work, there is still

significant room for learning and heterogeneous expectations to be applied to more recent

models with search and financial frictions.

One can imagine many possible methods for applying the ideas discussed in this

paper to models with search and financial frictions. Regarding search, a natural way

forward is to extend the methodology of Pace et al. (2014) to other search models. In

that paper, agents are assumed to estimate unemployment, the wage, profits, and the

interest rate using a model that does not take into account the TFP shock (which is

assumed to be unobserved). They apply this idea to one simple search framework, but

it could also potentially produce interesting results in search models that include more

complicated features like on the job search or directed search. Allowing for heterogeneity

in agents’ expectations through the evolutionary selection model also seems like a relevant

extension, as it seems likely that agents expectations regarding wages and unemployment

vary considerably.
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Models of financial frictions and incomplete markets could be an even more fertile

ground for alternatives to rational expectations. One way to combine these ideas would

be to simply change agents’ expectations about economic variables and leave the frictions

themselves unchanged. For example, just as previous work has applied adaptive learning

and heterogeneous expectations to classic models of the business cycle with complete

markets, future work could do the same for benchmark incomplete market models like

Aiyagari (1994) or Smith (1998). Since incomplete market models are motivated by

many of the same questions as learning, applying both simultaneously could prove even

more fruitful. Another method of combining these two literatures would be to make

financial frictions endogenously depend on agents expectations. In other words, financial

intermediaries could learn about the quality of firms’ investment decisions in real time

and set borrowing constraints based on their expectations. Theoretically, this feature

could cause Minsky-like cycles where periods of stability and high quality investments

lead to relaxations of borrowing constraints that cause more risk taking and eventually

end up increasing instability. More thought would need to be given to modeling this

setup more rigorously.

International trade is another prominent area that has been mostly neglected by the

methods described in this paper. Besides the exchange rate models, which are more

closely related to asset pricing than trade itself, only one of the papers discussed above

uses an open economy model (De Grauwe and Ji, 2016), and even that paper is only

tangentially related to the broader trade literature. There is no reason to believe that

expectations should be any less important to trade models than they are in a closed

economy, so future research should definitely focus on trying to connect these two fields.

Finally, there are likely still contributions to be made methodologically when it comes

to modeling agents expectations. We have already seen several different equilibrium

concepts that each try to impose a measure of rationality that is weaker than fully rational

expectations, but it is doubtful that any of these are perfect. More work still needs to

be done in exploring the theoretical properties of these concepts as well as refining and

developing and improving upon them with new ideas.
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8 Conclusion

Over the last fifty years, the rational expectations hypothesis has provided a foundation

for almost all macroeconomic research. It has helped economists further develop their

understanding of business cycles fluctuations, asset price movements, monetary policy

and inflation, and countless other questions fundamental to economic theory. But it has

also restricted economic models in important ways. By preventing agents from form-

ing misspecified beliefs, it not only bestows them with godlike powers to ascertain the

structure of the economy, but also precludes the development of many interesting ideas.

It eliminates the possibility of intrinsic diversity of expectations, or of agents learning

about their economic environment in real time. It destroys explanations of business cy-

cles driven by animal spirits, of asset prices driven by beauty contests. In its valiant

quest to ensure agents do not make systematic errors, it throws out theories that appeal

intuitively and appear to be relevant empirically.

Plausible alternatives to rational expectations offer a new path forward for macroeco-

nomics. The models of learning and heterogeneous expectations described in this paper

relax the knowledge and computational requirements imposed by rational expectations

while avoiding the pitfalls of earlier models with naive or adaptive expectations. They

propose interesting new answers to economic questions, often matching empirical patterns

more closely with simpler and more realistic assumptions. But despite their promise, the

potential of these models remains largely untapped and future research has an opportu-

nity to expand the benefits of learning and heterogeneous expectations even further.
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